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Abstract In recent years, attention has grown significantly in the unique applications of unmanned aerial vehicles (UAVs)
in various fields. These applications generally require precise localization. Reliance on GPS poses issues like interference
and signal loss. Recent studies suggest alternatives such as Google Earth imagery and neural networks. While promising,
these methods still struggle with low accuracy and unreliable performance, partly due to limited attention to hyperparameter
optimization (HPO) and feature extraction. To improve this class of methods, in this research, an accurate and fast image-based
UAV localization method without using GPS is presented. The proposed method has two general stages: pre-flight (training)
and flight (testing and localization). In the first stage, the desired flight path is taught to the drone offline. For this purpose,
images of the path are sampled and then the data augmentation technique is used to augment the input data to the Swin
Transformer network and increase its accuracy in the training process. In order to further improve the efficiency of the Swin
Transformer network, the HPO method is used. After the internal compression by the Swin Transformer coder, an external
feature extraction stage is performed based on the vector quantization method (VQM) and the Principal Component Analysis
(PCA). Then the compressed vectors are stored in the drone memory. In the second stage, the drone records each live image;
first it encodes it, then an external feature extraction stage is performed on the encoded vector, and localization is completed
with kernel operations and comparison with memory. Simulation results show that the proposed method performs localization
operations with low latency (1.65-fold reduction), reasonable memory requirements, and high accuracy (RMSE ≈ 1.07 m).
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1. Introduction

In recent years, the use of UAVs [1] has become increasingly common in a wide range of outdoor applications,
including surveillance [2], agricultural monitoring [3, 4], package delivery, and emergency response [5, 6, 7].
Figure 1 shows the application of UAV in smart agriculture [4]. In recent years, many countries have believed in
the unique power of this tool for monitoring agricultural products [8]. However, the reliance of UAVs on GPS for
localization has certain disadvantages, such as susceptibility to dropout, interference, and intentional jamming. Also,
the possible failure of GPS systems raises safety concerns, restricts UAVs to line-of-sight flights, and limits their
operational capabilities [9]. To address these problems, studies such as Bianchi et al. [10] have attempted to use
pre-rendered Google Earth (GE) images to train an Autoencoder to compress the vector of the path images and
perform accurate image localization. Their method estimates the location of the aircraft with acceptable accuracy
and very low computational time by comparing the compressed vector of the live UAV image with the GE reference
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images [10]. Although this method has the advantage of not requiring GPS, it still depends on the accuracy of the
Autoencoder and lacks structural optimization in the network architecture. On the other hand, using only internal
image features may cause poor localization performance in complex lighting conditions or environmental changes
[10].

Figure 1. Application of UAV in smart agriculture [4]

Although image-based UAV localization has received increasing attention, many existing methods still face
a practical trade-off between localization accuracy, computational latency, and deployment cost. In GPS-denied
scenarios, a method is not only required to be accurate, but also sufficiently lightweight to support online operation
with limited onboard resources. This challenge becomes more critical when the localization pipeline must compare
incoming UAV images against a dense satellite-image database over extended trajectories. Therefore, the main
motivation of this work is to design a localization framework that preserves competitive accuracy while reducing
runtime and memory burden to make practical deployment more feasible. Therefore, in this study, an accurate and
fast system for UAV localization in non-GPS environments is proposed that uses GE data to train the network.
However, our key innovations provide significant improvements over the Bianchi method [10]:

i. Real-time UAV localization based on images and without the use of GPS.
ii. Using HPO methodology to increase the accuracy of the Swin Transformer network.

iii. Using two stages of internal feature extraction (Swin Transformer coder) and external feature extraction
(VQM-PCA) for better compression.

iv. Using data augmentation techniques to increase the accuracy of the Swin Transformer coder network.

The rest of the paper is as follows. In the second section, a review of research related to UAV localization is done.
In the third section, the proposed localization method is presented in two general phases, and the simulation of this
method is done in the fourth section of the paper.

2. Literature Review

Past studies can be categorized in various ways. In this study, we have created four categories based on the
localization approach.

2.1. Edge Detection and Semantic Segmentation-based Methods

Early methods [11, 12] use vision-based systems integrating inertial sensors and visual odometry with geo-referenced
imagery to enable GPS-free navigation. These systems demonstrate promising accuracy, especially at higher altitudes
where buildings and roads are present. However, they struggle in texture-less areas like grasslands.
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2.2. Standard Features-based Methods

Feature-based approaches (e.g., SIFT, SURF, BRIEF) [13] enable UAV localization in urban settings by matching
aerial views with ground-level geotagged databases. Tests in Zurich show robustness against viewpoint and seasonal
changes, but low-level features remain sensitive to illumination and modality variations.

2.3. Custom Detectors-based Methods

To address the limitations of point features, some works [14] propose detecting larger structures or using mutual
information [15, 16]. Reference [14] introduces unsupervised classifiers trained on urban datasets, significantly
reducing localization failure rates. Reference [9] uses normalized mutual information for alignment with pre-rendered
Google Earth images but is computationally expensive and unsuitable for real-time use. Obviously, processing
time is one of the most important criteria for localization. Any method, no matter how accurate, will be poor if it
is not real-time. Some comprehensive reviews are also presented in this section. For example, a systematic and
comprehensive review [17] of the ORB-SLAM framework, with an emphasis on its application in UAV navigation
and mapping, provides an overview.

2.4. Deep Learning-based Methods

Deep learning methods [18, 19] predict global pose from a single image but require large datasets. Swin Transformers
have been used to encode features for robust matching [20, 21, 22, 23, 24]. The method in [10] improves speed by
compressing satellite and real-time UAV images into vector representations using a Swin Transformer, enabling
rapid matching via inner product kernels. While effective (RMSE < 3 m), it lacks hyperparameter optimization, an
issue addressed in this work. Hyperparameter tuning has also been discussed in other studies [25, 26, 27, 28, 29].

3. Proposed Method

The aim of the approach presented in this research is to perform UAV localization based only on images and without
using GPS. Therefore, the proposed method of this research has two general phases: Phase 1: Pre-flight (training)
and Phase 2: Flight (testing and localization). In the first phase, the UAV must be taught the desired flight path.
The purpose of training is to enable the UAV to extract unique patterns from the existing images. For this purpose,
Google Earth images must be downloaded offline from the map and trained on the UAV. In this phase, the images of
the path are sampled and then the data augmentation technique is used to augment the input data to the deep network
(Swin Transformer) and increase its accuracy in the training process. The UAV system has a Swin Transformer
that is responsible for compressing and training the images. In order to further improve the efficiency of this deep
network, the HPO mechanism has also been used. As shown in Figure 2, the Swin Transformer network consists of
two separate parts: the Swin Transformer coder and the Swin Transformer decoder. The Swin Transformer decoder
section is used to check the reconstruction error and train the network (offline) and is practically useless after the
Swin Transformer coder is trained.

One of the main requirements of the proposed method for real-time localization with low computational cost is
data compression. Therefore, another step for feature extraction is also considered in the proposed method and is
called the external feature extraction step. After internal compression by the Swin Transformer coder and external
feature extraction, the compressed images are stored in the UAV memory. Thus, the pre-flight phase is completed.
In the second phase, which is also called the flight or localization phase, the goal is for the UAV to be able to
perform localization online and in real time by examining live images. In this phase, the Swin Transformer coder
section of the Swin Transformer network as well as the information stored in the memory is uploaded to the UAV
electronic board. By recording each live image, the UAV first codes it (by passing through the Swin Transformer
coder network), then an external feature extraction step is performed on the coded vector and with kernel operations
(comparison with memory), the UAV location is determined, and localization is completed. The proposed method
performs localization operations in real time without the need for GPS and relying only on images.
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3.1. Phase 1: Pre-Flight

In the first phase, the main goal is to train the Swin Transformer coder part of the Swin Transformer network and
store information in memory.

3.1.1. Choice of Desired Path The first step in the proposed approach for localization is to choose the desired path.
The desired path is the path that the UAV should follow by only imaging and examining the environment. This path
varies depending on the type of application. For example, if the purpose of using the UAV is to monitor agricultural
products, this path could be a useful area of a field. Or if the purpose of the UAV is to investigate and assist in an
incident, this path could be its protection area. Regarding the size of the desired path, the main limitation is related
to the hardware installed on the UAV. In short, the two main factors that should be considered in path design are
battery capacity and memory capacity.

Figure 2. Block diagram of the proposed method and the structure of the Swin Transformer network used in this research.
Phase One: Pre-Flight (Left), Phase Two: Flight (Right)

3.1.2. Capture Images from Path In the next step, after determining the desired path, the images of that path must
be extracted offline and the Swin Transformer trained using them. The best source for this is GE images.

3.1.3. Sampling Obviously, capturing images of an entire path will create a long sequence of frames. Therefore, it
is better to separate a part of the images by sampling. In this research, according to the desired path, images from
GE in the desired orientation are presented every 0.5 m along the path. Additional images are presented at a distance
of 0.5 m lateral to 5 m on both sides of the path. This process requires 42 images for each meter of the path. The
sampled images along the path must be fed into the Swin Transformer neural network. This network learns the path
according to these images.
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3.1.4. Data Augmentation In this research, 6 images are stored for each sampled image. These images are created
from the base image by rotating it as follows:

Iinput →
[︁
Iinput0, Iinput∓45, Iinput∓90, Iinput180

]︁
(1)

These angles (0°, 60°, 120°, 180°, 240°, and 300°) were selected to provide uniform orientation coverage while
keeping the offline database size computationally manageable. We adopted six rotations as a practical compromise
between viewpoint diversity and storage/computation cost. Regardless of the sampling method and data augmentation
technique, although data augmentation leads to increased accuracy, creating this dataset also leads to a large number
of images to be processed. Storing and comparing these images at full size is impossible and very heavy. The next
step and key aspect of this method is to use the Swin Transformer to compress the images into a low-dimensional
representation while preserving the key features of each image.

3.1.5. Training the Swin Transformer To train the path to the UAV, a deep neural network needs to be selected. For
this purpose, a Swin Transformer network is used in this research. Accordingly, the input image is fed into the Swin
Transformer coder to produce a compressed representation of CVI.

CVI = netenc (Iinput), CVI ∈ Rn (2)

The output of the Swin Transformer coder (CVI) is called the latent feature vector. This vector is actually a
compressed set with a proper representation of the input image. The latent vector represents a summary of the input
information that stores its main and key features in a low-dimensional space. After the Swin Transformer coder, a
Swin Transformer decoder acts exactly the opposite of the Swin Transformer coder to reconstruct the original image
from the compressed representation.

Ioutput = netdec (CVI) (3)

Then a function is modeled as follows, which is used to model the loss between the reconstructed image and the
original image. The goal is to minimize the value of this function. In this relation, hp represents the hyperparameters
of the model.

Lloss = (Iinput − Ioutput)
2 → min

hp
Lloss (4)

After the value of Lloss is minimized, the training process of the Swin Transformer coder network is finished. In
this case, the Swin Transformer coder network can be used to compress and encode other images. In the proposed
method, the input is a 320 × 160 grayscale GE image. The Swin Transformer coder consists of six layers. Each
of the first five layers performs a two-dimensional convolution with kernel size four and a step of two followed
by a batch normalization layer. In the model, the number of channels is doubled. Finally, a linear layer maps the
output of the final convolution layer to a bottleneck vector. In this research, different sizes of bottleneck dimensions
were tested, but a bottleneck of 1000 was determined, as it was the smallest size that could still achieve the desired
accuracy. Using the trained Swin Transformer, 320 × 160 images can be compressed into a 1000-dimensional vector
(CVI). This is a significant reduction compared to the 51200 pixels in the original image. Using fewer dimensions
to represent the same image speeds up any computation.

Iinput : 160 ∗ 320 = 51200
encoder−→ [CVI]1∗1000 (5)

According to the above values, it can be said that the dimensionality is reduced by about 2% by using the Swin
Transformer coder. In short, the Swin Transformer coder network has five convolutional layers, each followed by
a batch normalization layer. The number of input channels, output channels and step are shown in parentheses.
The final Swin Transformer coder layer is a linear layer that produces a 1000-dimensional vector. The first Swin
Transformer decoder network layer is a linear layer that maps the bottleneck vector to 1024 channels. There are five
more layers, each of which performs sampling by a factor of two, followed by convolution and batch normalization.
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The Swin Transformer decoder part of the network behaves in front of the Swin Transformer coder. A linear
layer first maps the bottleneck variable to 1024 channels. It is then passed to the first of five layers, each of which is
down-sampled by a factor of two, followed by convolution with a kernel size of three and a step of one, and batch
normalization. The number of channels in each layer is halved until an output gray image with the same dimensions
as the input image is produced. The output after only part of the Swin Transformer coder network is used to obtain
the compressed image vector.

3.1.6. Tuning Swin Transformer Hyperparameters The role of Swin Transformers in UAV localization is very
important in the proposed method. The Swin Transformer is introduced as a versatile architecture designed to
serve as a general-purpose backbone for various computer vision tasks, including both image classification and
dense prediction tasks such as object detection and semantic segmentation. While Transformers have revolutionized
natural language processing by serving as universal models, applying them directly to vision tasks presents unique
challenges due to fundamental differences between the two domains. The Swin Transformer introduces a hierarchical
architecture designed to efficiently process high-resolution images by leveraging a series of stages that progressively
reduce spatial dimensions while increasing feature complexity. The overall architecture can be seen in Figure 3.

Figure 3. Overall architecture of the Swin Transformer

Another idea of this research is the important issue of HPO in the Swin Transformer. Hyperparameter optimization
can help improve the performance and generalization ability of the proposed Swin Transformer in UAV localization.

3.1.7. External Feature Extraction In this research, data augmentation methods were used to increase the accuracy
of image coding. Then, the compressed vector of the image with the trained Swin Transformer coder was called
CVI. Real-time localization of UAV is a fundamental requirement. If this condition is not met, UAV navigation may
face serious problems. For this reason, an external feature extraction step is also needed to achieve this goal more
smoothly. If the external feature extraction function is called fex, then we have:

CVI = fex(CVI) (6)

The vector CVI is a 1000-dimensional vector. This vector must be transformed into smaller dimensions (CVI).
Hence, the following inequality always holds:

n
(︁
CVI

)︁
≤ n(CVI) (7)

There are different methods for dimensionality reduction. In this research, the vector quantization method (VQM)
[30, 31] and the Principal Component Analysis (PCA) are used. The architecture of the VQM method is shown in
Figure 4 (right). In the VQM method, the input signal CVI is mapped to a set of predefined vectors (codes). These
codes are stored in a codebook. Each code in this codebook represents a region of the input data space. In the VQM
method, the codebook is a set of vectors that are typically trained through learning processes (such as the k-means
algorithm) to estimate representative vectors (or codes) from the input data. The goal is to map each input data
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to one of these vectors with the least error (usually the Euclidean distance). The weights in the VQM method are
modeled by the following relations.

Wnew
xy = W old

xy + a(X −Wxy) (8)

Wnew
xy = W old

xy − a(X −Wxy) (9)

In these relations, a is the learning coefficient that indicates the update speed of the weights and X are the
components of the CVI vector. Also, n is the dimension of the Swin Transformer coder output vector, which is
taken to be 1000. The purpose of these relations is to optimize the weights so that the input data is more optimally
matched to the codebooks with the lowest quantization error, and thus the data (Swin Transformer coder output)
is compressed better. For the VQM, the codebook was initialized using the k-means clustering algorithm applied
to the extracted offline training feature vectors. We established a codebook size of 256 codewords (representing a
bottleneck dimension of 256) to ensure a high compression ratio of the feature maps while keeping the quantization
distortion minimal.

Despite the advantages of the VQM method such as accuracy and speed, designing a suitable codebook can
be challenging and requires optimal training. Hence, a Principal Component Analysis (PCA) has also been used
to extract the external feature and reduce the dimension. The architecture of the PCA for 3 features is shown in
Figure 4 (left).

Unlike the VQM method, the PCA method is very fast and has a very small computational burden. PCA uses
linear algebra and matrix calculations to reduce the dimensions of the data and display them in the directions
where the data changes the most. PCA uses three principles based on the covariance matrix. In this method, the
covariance matrix shows how correlated two features are with each other. If the covariance is positive, it means that
an increase in one usually causes an increase in the other. If it is negative, it means that an increase in one causes a
decrease in the other. And if it is close to zero, it means that the two features are independent of each other. The next
step is to calculate the eigenvalues and eigenvectors of this matrix. The eigenvectors indicate the direction of the
principal components. The eigenvalues also indicate how much of the variance each component explains in the data.
Ultimately, not all principal components are equally important, and only the important ones remain. The following
relationship outlines the PCA method.

CVI = wTp
pca(CVI − µ) (10)

In relation (10), wTp
pca represents the matrix of eigenvectors corresponding to the largest eigenvalues and µ

is the mean of the training data. For PCA-based settings, the image matrix was estimated from offline training
representations and its components were reduced, while preserving the dominant variance structure of the original
feature space. It should be noted that the presence of a dimensionality reduction algorithm is necessary in our
method because we used the data augmentation mechanism to increase accuracy.

3.1.8. Save in Memory (GPU) After compressing and extracting the image features, a set of vectors is stored in
memory:

CVI1 , CVI2 , CVI3 , . . . , CVk (11)

These vectors are arranged in an h ∗ k matrix named Y T
ge, where k represents the number of images and h is

the dimension of the compressed vector. The Y T
ge matrix, as an important matrix containing the compressed image

information, must be placed in the UAV memory. Thus, the first phase is completed and now the UAV can fly and
perform localization with three features. The first feature is a trained Swin Transformer coder. The second feature is
the fex function, which can be used to extract the external feature. The third feature is Y T

ge, which represents the
robot’s memory of the path.
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Figure 4. Top: architecture of the Vector Quantization Method (VQM). Bottom: architecture of the Principal Component
Analysis (PCA)

3.2. Phase Two: Flight

In the second phase, the input image must be captured live and the robot localization completed from it. This phase
is performed online and is an important phase. The details and subsections of this phase are explained below.

In the image acquisition phase, a live frame is first captured by a conventional camera; it is assumed that this
camera has no special capabilities. The goal is to locate the drone by analyzing the content of this image alone.
After capturing the image, it is put into the encoding pass and converted into a compressed vector. This operation is
performed by the Swin Transformer model, which is trained in the offline phase and reused during flight without
any changes, so that the localization process is performed with the same learned weights. Next, an external feature
extraction step is applied to the compressed vector; this function should be exactly the same as the one used in
the offline phase. VQM or PCA can be used for this part. Finally, the most important step of the online phase is
the conversion of the feature vector into geographic coordinates. That is, the received image is entered into Swin,
converted into a compressed vector, and then, through further calculations, the latitude and longitude values are
extracted from it.

To minimize the time spent loading auto-encoded GE reference images, all image vectors are stacked and loaded
into a 1000 ∗N dimensional matrix called Yge. Yge is indexed to include only the reference images that are 4 m
ahead and behind along the path, based on the prediction of the current live image pose.
y is the compressed 1000 ∗ 1 vector resulting from passing the live image through the trained Swin Transformer

(of course, we assume that an external feature reducer is not used in general). Kernels, such as the inner product
kernel or exponential kernel, are often used to match patches between images. They provide a measure of the
similarity between two patches and are calculated quickly but are not usually used to compare entire images due to
the high number of pixels involved. In this new method, we use kernels on auto-encoded representations of whole
images. Since these auto-encoded images are small enough to quickly compute a kernel between them, it eliminates
the need to extract and match patches from an image. In this research, we improve the localization process with a
kernel as another innovation. Then, with the following relation, weights are calculated with a kernel operation.

w = Y T
gey, y = CVI (12)

The similarity between the live image and each reference image is measured using w. With 336 images being
compared, many of them have lower weights that still have an impact on the average value. These weights tend to
influence the result towards the center of the reference image area. To obtain a result closer to the images with the
highest weights, a new set of weights, wth, is generated. All weights below one standard deviation of the maximum
weight are set to zero to avoid this influence. The thresholded weights are then normalized.

wth =
wth∑︁
i wth,i

(13)

To calculate the localization for the longitude and latitude, the thresholded weights are applied to the 2 ∗N matrix
Xge, where the longitude and latitude coordinates of each reference image are stored.
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ˆ︁X =

[︃ˆ︁xˆ︁y
]︃

(14)

It is obtained by placing in the above relationship:

ˆ︁X =

[︃ˆ︁xˆ︁y
]︃
= Xge wth (15)

We calculate the covariance using the weight values as originally provided.

P =
∑︂
i

wi (xge,i − ˆ︁x) (xge,i − ˆ︁x)T (16)

After completing the earlier computation, the heading computation is performed separately. The reference image
with the highest weight, y∗ge, is chosen for comparison. The uncompressed live image is then rotated in 1-degree
increments ranging from −5 degrees to 5 degrees. These rotated images are then encoded and arranged in a 1000 ∗ 11
matrix called Yθ. The kernel computation form is repeated in this process.

wθ = YT
θ Y∗

ge (17)

To compute the heading measurement using the normalized weights (wθ), we follow the same procedure as in
equation (5) by using a stacked vector of rotation values (XT

θ ).

ˆ︁θ = XT
θ wθ (18)

The mean heading value, represented as ˆ︁θ, is added to the heading of the chosen reference image, β, resulting in a
global heading of ˆ︁θ + β. It is worth mentioning that a similar approach can be applied to estimate altitude without
the need to generate extra reference images. Therefore, the complete localization process is:

ˆ︁P =

⎡⎣ ˆ︁xˆ︁yˆ︁θ + β

⎤⎦ (19)

ˆ︁P is considered as the output that represents the localization coordinates of the UAV. In summary, in this method,
first the input image from the environment is given to the Swin Transformer coder and converted into a compressed
vector. Then, to calculate the latitude and longitude coordinates, all the compressed image vectors are collected in a
1000×N matrix. To compare the similarity between the live image and the reference images, internal kernels and
self-encoded representations are used. The weights calculated using the kernel operation are used to simulate the
similarity, and then through a thresholding of the weights so that the images with high weights have more influence,
the location coordinates (latitude and longitude) and orientation are calculated. Finally, this process is completely
carried out to determine the position and heading. The proposed pseudocode is given below.

4. Simulation Results

MATLAB was used for simulation. The dataset used is UTIAS. This data was collected on a 1.1 km route at the
UTIAS Institute, which includes 6 flight times in different lighting conditions (sunrise, morning, noon, afternoon,
evening and sunset). Satellite images of the flight path were also extracted from Google Earth and used to train the
Swin Transformer and compare with real images. To evaluate the accuracy of the proposed method, RMSE criteria,
execution speed and required memory size are used. The formula for RMSE is given in Equation (20). In this study,
this metric calculates the location accuracy based on the difference in longitude and latitude. Also, simple time
measurement in seconds is used to measure the processing speed.
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Algorithm 1 Localization of Unmanned Aerial Vehicles Using Satellite Images Based on Swin Transformer

Require: Iinput
Ensure: ˆ︁x, ˆ︁y, ˆ︁θ + β

1: Start: set the initial parameters. Launch the UAV.
2: Train the Swin Transformer network offline (offline phase).
3: Set the Swin Transformer hyperparameters HP1, HP2, . . .
4: Record live image by UAV.
5: Using the Swin Transformer network, convert the input image into a compressed image vector (CVI). Then use

external feature extraction to reduce dimension:
CVI = fex(CVI)

6: Create a 1000 ∗N dimensional matrix called Yge for reference images (fetch from memory).
7: Create a vector called y for the input live compressed image (pass from Swin Transformer):

y = CVI

8: Calculate wth.
9: Calculate wth (new kernel): wth =

wth∑︁
i wth,i

10: Form Xge and get the vector ˆ︁X: ˆ︁X =

[︃ˆ︁xˆ︁y
]︃
= Xge wth

11: From the previous results, calculate the covariance: P =
∑︁

i wi(xge,i − ˆ︁x)(xge,i − ˆ︁x)T
12: Get the value of wθ: wθ = Y T

θ y∗ge
13: Calculate the value of ˆ︁θ by forming the necessary vectors: ˆ︁θ = XT

θ wθ

14: Get the localization output: ˆ︁P =

⎡⎣ ˆ︁xˆ︁yˆ︁θ + β

⎤⎦
15: Is there a new image captured? If yes, go to step 4; otherwise, go to step 16.
16: End.

RMSE =

⌜⃓⃓⎷ 1

N

N∑︂
i=1

(︂
(∆xi)

2
+ (∆yi)

2
)︂

(20)

4.1. Simulation Parameters

The simulation parameters and hyperparameters are listed in Table 1. This table also specifies the hyperparameters
that have been optimized with HPO. The hyperparameters selected by the optimization mechanism are also specified
in Table 1. These values were obtained using the genetic optimization algorithm and the maximum accuracy fitness
function.

4.2. Results

In this section, the simulation results are presented, which are divided into three main sections. In the first section,
the simulation results of the data augmentation technique are presented. In the second section, the simulation results
of the Swin Transformer for localization are presented. Finally, a comparison between different methods is made.

4.2.1. Data Augmentation Technique In this section, simulation results of the data augmentation technique for
two sample images are presented. The presence of this mechanism in our approach is a necessity to increase the
localization accuracy. It should not be forgotten that our approach for localization relies only on images, and hence
the more images are seen from more directions in the training process, the more accurately the transformer is trained.
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Table 1. Simulation parameters and hyperparameters

Parameter Value

Image Resolution 160× 320
CVI dimension 1000
Local window-based self-attention 7
Embedding Dimension 96
Activation functions ReLU
Learning Rate∗ 0.01
Batch Size∗ 32
Regularization parameters∗ 0.001
Dropout rate∗ 0.1
Cache size (bottleneck layer) 256
Number of hidden layers∗ 128
Threshold 2 m

∗Hyperparameters tuned by the HPO (genetic optimization) mechanism.

The simulation results of the data augmentation technique for the two sample images are shown in Figure 5. As is
clear, 5 new images have been generated from the original image.

Figure 5. Simulation results of the data augmentation technique (two sample images)

In the data augmentation technique, the original image is converted into similar images with the same texture by
several methods. In this research, 6 images are stored for each sampled image. These images are created by rotations
of the base image (first sample and second sample). Given that the localization method of this study is image-based,
it is necessary for the UAV to have a better view of the scene. Hence, the data augmentation technique helps the
UAV to have a better view of the scene from different angles, and as a result, the final accuracy increases.

4.2.2. Localization Results The results of the proposed localization algorithm in different light conditions (sunrise,
morning, noon, afternoon, evening and sunset) are presented in Table 2. The results presented in this table are
averaged. In other words, these results have been averaged in different modes. It should be noted that these results
have been obtained with optimal hyperparameters. As the results show, the error of the proposed method in longitude
and latitude is 1.59 and 1.19 meters, respectively, which shows that the proposed method has good accuracy. Also,
the speed of the proposed method is high, and it is real-time.
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Table 2. Results of the proposed localization algorithm

Criterion Result

x 1.59 (m)
y 1.19 (m)
Heading 0.41 (degree)
Speed (Runtime) 243 (s)
Storage (Memory) 3.11 (kB)

In Figure 6, the difference between successful localization (top) and rejected localization (bottom) is highlighted.
As it is clear, if the localization coordinates obtained with the ground reality are less than a threshold, the localization
is considered successful and otherwise, the localization is rejected. This threshold is considered 2 meters in this
research. As shown in Figure 6, the image on the top has more details. These details have enabled the drone to
perform localization operations based on them successfully. But the image on the bottom does not have any special
details; the texture of the image in this case is uniform and therefore the localization is rejected. In general, most
cases of localization rejection occur when the drone flies over uniform and sparsely textured environments such as
open grass fields, vast waters, or highway sections that lack clear landmarks. In these areas, the representation of
features extracted by the encoder lacks the high-frequency spatial variations needed to distinguish one geographic
coordinate from another, resulting in flat similarity distributions, making it impossible for the drone to determine its
coordinates based on this image.

Figure 6. Difference between successful localization (top) and rejected localization (bottom)

4.2.3. Discussion and Comparison In this section, the results of the proposed method are compared with other
methods. This comparison is made in three aspects: RMSE, execution speed and required memory size.
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Accuracy Comparison. In Table 3, a comparison is made between the accuracy of the three localization methods.
In this table, the performance of our proposed method is compared with the two methods of Patel et al. and Bianchi et
al. in three indices: x (meters), y (meters) and heading angle (degrees). Our method performs best in the y coordinate
with a value of 1.19 m, outperforming Patel et al. (4.50 m) and Bianchi et al. (1.39 m). In the x coordinate, our
method with 1.63 m is a significant improvement over Patel et al. (3.24 m), but slightly worse than Bianchi et al.
(1.54 m).

It should be noted that the Bianchi et al. [10] method does not have an external feature extraction algorithm. In
the heading angle, our method with 0.41 degrees is much better than Patel et al. (3.06 degrees), but slightly behind
Bianchi et al. (0.37 degrees), which can also be explained by the lack of an external feature extraction block in
Bianchi et al. Overall, our method has better accuracy and speed than Patel et al. [9] and in some cases surpasses
Bianchi et al., but requires minor improvements in the x coordinate and heading angle. However, our method
has the highest successful localization rate. The reason for reaching this conclusion is that we have used the data
augmentation technique in the proposed method. Increasing the data (creating 6 images from one image) leads to an
increase in successful localization. However, to eliminate the computational burden of adding the data augmentation
technique, we have also used the external feature extraction algorithm.

Figure 7. Comprehensive comparison between the three methods from different aspects

Table 3. Comparison of the accuracy of the proposed method with other methods

Method x (m) y (m) Heading
(degree)

Successful
localization (%)

Patel et al. [9] 3.24 4.50 3.06 91.23
Bianchi et al. [10] 1.54 1.39 0.37 96.70
Ours 1.59 1.19 0.41 97.28

Comparison of Speed and Memory Consumption. In Table 4, the execution speed (execution time in seconds)
for the three methods of Patel et al., Bianchi et al. and the proposed method of this study are compared. The Patel
et al. method is very slow with a running time of 17549 seconds (about 5 hours) and is practically unusable for
real-time applications. On the other hand, the Bianchi et al. method shows a significant improvement in speed with
a running time of 345 seconds (about 5.8 minutes). In fact, this is the most important advantage of the Bianchi
et al. method over the Patel et al. method. Our approach is also faster than both methods with a runtime of 239
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seconds (about 4 minutes). This result indicates proper optimization and high efficiency of our algorithm in reducing
processing time. The main factors of this superiority are the addition of the external feature extraction structure and
the HPO mechanism to the basic localization algorithm. This speed improvement makes our method very suitable
for practical and real-time applications, such as agricultural land monitoring or counterterrorism.

Table 4. Comparison of the speed and memory requirements of the proposed method with other methods

Method Speed (s) Storage

Patel et al. [9] 17549 11 kB
Bianchi et al. [10] 345 4.2 kB
Ours 239 3.11 kB

It should be noted that the reported runtime of 239 seconds corresponds to the cumulative inference and matching
time over the entire 1.1-kilometer trajectory (consisting of 1200 frames). On average, the per-frame processing
latency during the online in-flight phase is approximately 199 milliseconds (equivalent to 5.02 frames per second).
These hardware-in-the-loop simulations were performed on a system equipped with an NVIDIA RTX 3080 GPU
and an Intel i9-10900K CPU. This per-frame execution speed demonstrates that the proposed compressed pipeline
can comfortably run within the control loop frequency of standard UAV flight controllers.

Also, Table 4 compares the memory requirements (storage) for the three methods of Patel et al., Bianchi et al.,
and the proposed method of this study. The Patel et al. method requires 11 KB of memory, while the Bianchi et al.
method requires 4.2 KB of memory, showing a significant improvement in memory optimization. Our proposed
method, with only 3.11 KB of memory, performs best and has significantly reduced memory consumption compared
to both other methods, which is due to the presence of two feature extraction steps. This memory optimization
makes our method very suitable for use in UAV systems with limited resources (such as low internal memory) and
allows for the implementation of more complex algorithms in the future. Table 5 provides a more comprehensive
comparison between our method and the Bianchi et al. method. The Bianchi et al. study is a very close method to
our method. As shown in the table, our method has an HPO mechanism, data augmentation technique and external
feature extraction structure which are not present in the Bianchi et al. study. Adding these features to our study has
made our method have acceptable accuracy and at the same time be the best method among similar methods in
terms of speed and memory.

Table 5. Comparison of parameters and mechanisms between Bianchi et al. and our method

Parameters and mechanisms Bianchi et al. [10] Ours
Image Resolution 160× 320 160× 320
Number of images per m 42 242
Data Augmentation – ✓
HPO mechanism – ✓
External feature extraction – ✓
Practical localization ✓ ✓

A comprehensive comparison between the three methods is made in Figure 7. As is clear, our proposed method
performs better than the other two methods in terms of accuracy, speed and required memory. Also, the successful
localization rate in our method has the highest value, and this is due to the use of the data augmentation technique.

4.2.4. Analysis of Different Mechanisms and Techniques As mentioned, our method has an HPO mechanism, data
augmentation technique and external feature extraction structure which are not present in the study of Bianchi et al.
Adding these features to our study has made our method have acceptable accuracy and at the same time be the best
method among similar methods in terms of speed and memory. Table 6 examines the effect of the external feature
extraction structure on the accuracy, speed and storage of the proposed method.
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Table 6. Effect of the external feature extraction algorithm (VQM or PCA) on accuracy, speed and storage of the proposed
method

Method RMSE (m) ± STD Speed (s)
Localization without VQM or PCA 0.96± 0.03 456
Localization with VQM 1.07± 0.05 239
Localization with PCA 1.12± 0.03 244

The results presented in Table 6 show that our method is improved by using the HPO mechanism, data
augmentation technique and external feature extraction structure. These features are not present in the study
of Bianchi et al. and make our method perform better in terms of accuracy, speed and memory consumption.
As specifically presented in Table 6, the effect of two external feature extraction algorithms (VQM and PCA) is
investigated. Without using VQM or PCA, the accuracy (RMSE) is 0.98 m and the runtime is 359 s; using VQM,
the accuracy decreases to 1.07 m but the runtime improves to 239 s; and using PCA, the accuracy is 1.12 m and the
execution time is 244 seconds. These results show that using VQM and PCA significantly reduces the execution
time but has a negative impact on accuracy. In other words, by further reducing the features, some important image
features for UAV localization may be lost. However, due to the use of the data augmentation technique, it is definitely
necessary to have the external feature extraction structure in the proposed method (in the first phase).

In Table 7, the different modes of presence or absence of three techniques and mechanisms in the basic localization
algorithm are examined. The basic localization algorithm includes a Swin Transformer [5]. This algorithm is the
same method presented in Bianchi et al. (Mode 1). Also, in Mode 8, all three mechanisms and techniques are added
to the basic algorithm, which is our proposed method.

Table 7. Different modes of presence or absence of three techniques and mechanisms in the basic localization algorithm (DA:
Data Augmentation, HPO: Hyperparameter Optimization, EFE: External Feature Extraction, DES: Description)

Mode DA HPO EFE DES
M1 NO NO NO [10]
M2 YES NO NO –
M3 NO YES NO –
M4 YES YES NO –
M5 NO NO YES –
M6 YES NO YES –
M7 NO YES YES –
M8 YES YES YES Ours

In Table 8, the results of accuracy, speed and storage are presented for these eight modes. As it is clear, our
method has the HPO mechanism, data augmentation technique and external feature extraction structure which are
not present in the study of Bianchi et al. Adding these features to our study has made our method have acceptable
accuracy and at the same time be the best method among similar methods in terms of speed and memory.

Table 8. Accuracy, speed and storage results for eight different modes

Mode RMSE (m) ± STD Speed (s) Storage (kB)
M1 1.06± 07 411 5.3
M2 0.82± 04 455 6.75
M3 0.99± 04 425 5.99
M4 0.93± 02 401 5.99
M5 1.52± 11 238 4.10
M6 1.01± 03 251 4.21
M7 1.12± 03 244 7.81
M8 1.07± 05 239 3.11
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The graphs in Figure 8 show the results of accuracy, speed, and storage for eight different modes. As is clear, the
best case requires a compromise between accuracy, speed, and storage, which is provided in Mode 8.

Figure 8. Changes in accuracy, speed, and storage for eight different modes

The comparison across the eight operational modes highlights the synergistic relationship between the framework’s
components. Implementing data augmentation (Mode 2) yields a noticeable reduction in RMSE compared to the
baseline (Mode 1), verifying that explicitly training the network on multiple rotations helps the Swin Transformer
construct rotation-invariant representations. When hyperparameter optimization (HPO) is introduced (Mode 3 and
Mode 4), the model converges to a more robust parameter set, mitigating the overfitting risks associated with
augmented datasets. Finally, incorporating external feature extraction (PCA or VQM) introduces a slight trade-off: it
compresses the descriptors to a fraction of their original size, which marginally increases the RMSE but significantly
reduces the in-flight matching latency, making Mode 8 the most balanced configuration for deployment. For better
visual comparison, the heatmap of accuracy, speed and storage results for eight different modes is also shown in
Figure 9. It is clearly evident that the choice of mode has a significant impact on the final result.

Figure 9. Heatmap of accuracy, speed and storage results for eight different modes

It should be noted that environmental variations such as changing illumination, seasonal dynamics, and
transient obstacles present major challenges to vision-based localization. The self-attention mechanism of the
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Swin Transformer helps mitigate these issues by focusing on structural and contextual features rather than local pixel
intensities. Furthermore, to address the viewpoint discrepancy between top-down satellite imagery and UAV camera
captures, the system assumes that the UAV camera is stabilized using a gimbal to maintain a downward-facing (nadir)
perspective. This geometric alignment minimizes perspective distortion, allowing the model to perform matches
based primarily on translation and rotation differences. While the UTIAS dataset provides a highly controlled
environment to validate the core framework, the 1.1-kilometer trajectory represents a limited testing scope. As
the operational route scales to longer distances, the size of the pre-built reference database grows linearly, which
increases the search space for the in-flight matching phase. To deploy this system over longer missions or more
diverse environments (e.g., urban or forested terrains), hierarchical indexing or spatial partitioning of the database
would be required to maintain real-time performance. Evaluating the framework on larger, heterogeneous datasets
remains an important direction for our future research.

5. Conclusion

In this paper, a new framework for accurate positioning of UAVs without GPS was presented. The method was
based on image alignment and the powerful Swin Transformer network. With the help of this architecture and the
application of hyperparameter optimization methods, the model was able to achieve an accuracy of about 1.07 m
RMSE while maintaining a processing time suitable for real-time applications. The use of data augmentation and a
lightweight PCA-based external feature extraction step also played an important role in reducing the computational
burden and increasing the stability of the model and showed that the combination of Swin with an effective
dimensionality reduction can be a reliable alternative to GPS systems in noisy and disturbed environments. Despite
the acceptable performance of the proposed localization algorithm, the limited dataset and lack of samples from
some environments, such as certain complex urban spaces, have led to some of the model’s behavior being less
studied in these areas. Also, the comprehensive hyperparameter tuning process and the limitations associated
with the complexity of the feature extraction algorithms are among the main challenges of this research. Future
research could exploit emerging technologies such as event cameras that are robust to rapid lighting changes and
could provide new avenues for increasing accuracy and speed of positioning. The study of geomagnetic navigation
algorithms is also an attractive area [32]. In addition, the use of Domain Adaptation concepts could enable the
transfer of the Swin Transformer-based model to new environments without the need for extensive labeled data.
These directions could pave the way for the development of the next generation of UAV image positioning methods.
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