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Abstract Vision-based Simultaneous Localization and Mapping (VSLAM) has become increasingly important for
autonomous navigation of Unmanned Aerial Vehicles (UAVs), as it enables simultaneous localization and mapping of
unknown environments using visual sensing alone. Among existing VSLAM approaches, ORB-SLAM is distinguished by
its robustness under diverse operating conditions, real-time capability, and computational efficiency. This study provides a
systematic and comprehensive review of the ORB-SLAM framework, with emphasis on its application in UAV navigation
and mapping. We present a detailed analysis of the algorithm’s core components, namely tracking, local mapping, and loop
closure. In addition, the challenges associated with deploying ORB-SLAM on aerial platforms are examined, including
high dynamic motion, environmental variability, and limited onboard computational resources. This work further offers a
comparative evaluation of ORB-SLAM with other SLAM methodologies, highlighting its advantages and limitations across
its successive variants. Finally, potential future research directions are discussed to address existing challenges, incorporate
deep learning techniques, and evaluate real-world deployment feasibility. This review aims to clarify the role of ORB-SLAM
in UAV applications and outline prospective development pathways.
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1. Introduction

In recent times, Unmanned aerial vehicles (UAVs) have become an essential technology in many modern
applications, including environmental monitoring, infrastructure inspection, search and rescue missions, and
autonomous exploration. To operate autonomously in unknown environments, UAVs must continuously estimate
their position while simultaneously constructing a representation of the surrounding environment. This problem is
commonly referred to as Simultaneous Localization and Mapping (SLAM). Among the various SLAM paradigms,
visual SLAM (VSLAM) relies primarily on camera sensors to estimate motion and reconstruct the environment
using visual observations.

Visual SLAM has received significant attention in robotics and computer vision due to the low cost, lightweight
hardware requirements, and rich environmental information provided by camera sensors. Compared with LiDAR-
based solutions, vision-based systems can operate with lower power consumption and smaller payloads, making
them particularly attractive for UAV platforms where size, weight, and energy constraints are critical. However,
visual SLAM systems must operate reliably under challenging conditions such as rapid motion, illumination
variations, motion blur, and scenes with limited visual texture.

Among the many visual SLAM frameworks proposed in recent years, ORB-SLAM has emerged as one of the
most influential and widely adopted systems. The original ORB-SLAM algorithm introduced a keyframe-based
architecture that combines efficient feature extraction, robust camera tracking, and global loop closure optimization.
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By relying on ORB (Oriented FAST and Rotated BRIEF) features, the system achieves a favorable balance between
computational efficiency and localization accuracy. Subsequent developments, including ORB-SLAM?2 and ORB-
SLAM3, extended the framework to support stereo cameras, RGB-D sensors, visual-inertial fusion, and multi-map
management, significantly improving robustness in complex environments.

Despite these advances, deploying ORB-SLAM on aerial platforms introduces several challenges that differ
from those encountered in ground robotics. UAVs frequently experience rapid camera motion, vibration-induced
image blur, abrupt viewpoint changes, and varying lighting conditions. These factors can negatively affect feature
detection and tracking reliability. Furthermore, onboard computational resources on UAV platforms are often
limited, requiring algorithms that maintain a careful balance between real-time performance and localization
accuracy. As a result, understanding the architectural design, strengths, and limitations of ORB-SLAM is essential
for evaluating its suitability for UAV navigation tasks.

In recent years, a large body of research has investigated improvements and extensions of ORB-SLAM,
including learning-based feature extraction, visual—inertial fusion, robust loop closure strategies, and large-scale
map management. However, the rapid growth of this literature makes it difficult to obtain a comprehensive
understanding of the algorithmic evolution of ORB-SLAM and its practical performance across different
environments. While several studies evaluate specific improvements or applications, fewer works provide a
systematic synthesis of the architectural design decisions, performance trade-offs, and empirical behavior of the
ORB-SLAM family.

Motivated by this need, this paper presents a systematic review and technical analysis of the ORB-SLAM
framework with particular emphasis on its applicability to UAV navigation. The study examines the evolution of
ORB-SLAM and analyzes its core architectural components, including tracking, local mapping, and loop closing.
In addition, the review investigates the advantages, limitations, and design trade-offs associated with feature-based
SLAM systems, and compares ORB-SLAM with alternative visual SLAM approaches.

To complement the literature analysis, representative experiments using ORB-SLAM3 are conducted on widely
used benchmark datasets, including KITTI and TUM RGB-D. These experiments illustrate the practical behavior
of the system under different environmental conditions and highlight characteristic strengths and failure modes
observed in real-world scenarios.

The remainder of this paper is organized as follows. Section 2 describes the literature search methodology used
in this systematic review. Section 3 reviews the development of visual SLAM systems and the evolution of the
ORB-SLAM family. Section 4 analyzes the architecture and design principles of ORB-SLAM in detail. Section
5 discusses ORB-SLAM variants, their advantages and limitations, and future research directions for improving
visual SLAM systems in UAV applications.

From a practical deployment perspective, visual SLAM systems used on UAV platforms must also interact with
onboard flight control systems and embedded computing hardware. In many aerial robotics platforms, algorithms
such as ORB-SLAM operate alongside flight controllers including PX4 and ArduPilot, where localization
accuracy directly influences navigation stability and control performance. Furthermore, UAV platforms often rely
on embedded processors such as NVIDIA Jetson or ARM-based systems, which impose strict computational
and energy constraints. These limitations make efficient feature-based methods particularly attractive for aerial
robotics applications. At the same time, modern UAV systems increasingly incorporate visual—inertial SLAM
approaches that fuse camera observations with inertial measurements to improve robustness during aggressive
flight maneuvers, motion blur, or temporary visual degradation.

2. Literature Search Methodology

To ensure a rigorous and reproducible analysis of the ORB-SLAM research landscape, a systematic literature
review methodology was adopted. The review process followed structured guidelines commonly used in systematic
reviews in robotics and computer vision research. The methodology consisted of four main stages: defining
the search strategy, identifying relevant databases, applying inclusion and exclusion criteria, and performing a
structured study selection process.
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Literature Search

Databases: IEEE Xplore, Scopus, SpringerLink, Google Scholar
Keywords: ORB-SLAM, Visual SLAM, VSLAM for UAV, Monocular SLAM, Feature-based SLAM

Initial Records Retrieved

Duplicate Removal

Title and Abstract Screening :{ Excluded Records ]

Eligibility Assessment (Full-Text Review)

Inclusion / Exclusion Criteria Applied
Include: peer-reviewed studies, ORB-SLAM research, robotics and UAV applications
Exclude: unrelated studies, non-peer-reviewed work, duplicate publications

Full-Text Articles Excluded ]

Final Selected Studies

Thematic Analysis and Classification

Feature Extraction Methods
Motion Estimation Techniques
Mapping Strategies
Loop Closure Methods
Learning-based SLAM Approaches

Figure 1. Workflow of the systematic literature review process used in this study. The diagram illustrates the stages of
database search, duplicate removal, title and abstract screening, full-text eligibility assessment, and final study selection,
followed by thematic classification of the selected ORB-SLAM research.

The study selection process was performed in multiple stages to ensure the relevance and quality of the
selected literature. First, the initial search results obtained from the selected databases were screened to remove
duplicate records. Next, titles and abstracts were examined to identify studies directly related to ORB-SLAM and
visual SLAM systems. Publications that satisfied the inclusion criteria were then subjected to full-text analysis
to confirm their relevance to UAV navigation and visual SLAM research. The final set of selected studies
was analyzed to identify key algorithmic developments, architectural design choices, and practical applications
of ORB-SLAM systems. The selected literature was subsequently categorized into thematic groups, including
feature extraction methods, motion estimation strategies, mapping techniques, loop closure mechanisms, and
learning-based SLAM approaches. This structured analysis enabled a comprehensive synthesis of the evolution
and performance characteristics of the ORB-SLAM family.

3. Related work

3.1. ORB-SLAM: Evolution and Architecture

The development of ORB-SLAM has played a major role in advancing feature-based visual simultaneous
localization and mapping (VSLAM) systems. Early visual SLAM research focused primarily on monocular camera
systems capable of performing real-time localization and sparse map reconstruction. One of the earliest successful
systems was Parallel Tracking and Mapping (PTAM), which introduced the concept of separating tracking and
mapping into parallel threads, enabling real-time operation on standard hardware [1]. PTAM demonstrated that
accurate camera tracking and map estimation could be achieved using keyframe-based optimization and feature
correspondences.

Building upon these ideas, Mur-Artal et al. proposed ORB-SLAM, a complete monocular SLAM system
that integrates tracking, local mapping, and loop closing into a unified architecture [2]. ORB-SLAM introduced
several important improvements, including the use of ORB features for efficient feature extraction and matching,
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Figure 2. lllustrates the main pipelines of VSLAM algorithms.

a covisibility graph for map organization, and bundle adjustment for accurate pose estimation. The system
demonstrated high accuracy and robustness across multiple datasets, establishing itself as a state-of-the-art
approach for monocular SLAM.

Subsequent research extended the ORB-SLAM framework to support additional sensing modalities. ORB-
SLAM?2 introduced support for stereo and RGB-D cameras while maintaining the keyframe-based architecture [3].
The addition of stereo and depth sensing signi cantly improved scale estimation and map consistency, allowing
the system to operate more reliably in large-scale environments.

More recently, ORB-SLAM3 introduced visual—inertial integration and multi-map capabilities, enabling robust
localization across long-term environments and challenging motion conditions [4]. ORB-SLAM3 combines visual
observations with inertial measurements from IMUs to improve robustness in situations involving rapid motion,
motion blur, or temporary visual degradation.

In parallel with the development of the ORB-SLAM family, several other visual SLAM frameworks have been
proposed. Direct methods such as LSD-SLAM [5] and Direct Sparse Odometry (DSO) [6] estimate camera motion
directly from pixel intensities rather than discrete feature correspondences. Semi-direct approaches such as SVO
[7] combine elements of both feature-based and direct methods to achieve improved computational ef ciency.

Visual—inertial SLAM systems have also attracted considerable attention in recent years. Methods such as VINS-
Mono [8], OKVIS [9], and OpenVINS [10] combine visual observations with inertial measurements to improve
localization accuracy and robustness in dynamic environments.

Overall, the ORB-SLAM family remains one of the most widely used feature-based SLAM frameworks due to
its modular architecture, computational ef ciency, and strong real-time performance. Its continued development
and widespread adoption highlight the importance of robust feature-based SLAM systems in robotics, autonomous
vehicles, and UAV navigation.

3.2. Core Components of VSLAM Systems

Despite the diversity of visual SLAM systems, most pipelines can be decomposed into a small set of common
functional modules, namely visual front-end processing, motion estimation, mapping, loop closure detection, and
global or local optimization [11, 12, 13]. These components operate jointly to estimate camera motion while
simultaneously constructing a representation of the surrounding environment.

The visual front-end is responsible for extracting image information that can be used for geometric inference.
Depending on the algorithmic formulation, this stage may rely on handcrafted local features such as SIFT [14],
SURF [15], and ORB [16], or may instead use direct image alignment methods based on pixel intensities, as
in DTAM [17], LSD-SLAM [5], and DSO [6]. More recent systems increasingly incorporate learned feature
representations such as SuperPoint [18], LF-Net [19], and LoFTR [20] to improve robustness in challenging
environments.
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The motion estimation module determines the relative camera pose between consecutive frames or keyframes.
In feature-based SLAM, this is commonly achieved using epipolar geometry, PnP solvers, and nonlinear pose
re nement [21, 22, 2]. In contrast, direct and semi-direct systems estimate motion through photometric consistency,
as in SVO [7], LSD-SLAM [5], and DSO [6]. Visual—inertial systems extend this stage by integrating IMU
measurements to improve motion estimation under rapid motion and poor visual conditions [9, 8, 4].

The mapping module maintains a geometric representation of the scene. Sparse methods such as PTAM
[1] and ORB-SLAM [2] reconstruct environments using triangulated landmarks, while semi-dense and dense
approaches such as LSD-SLAM [5], DTAM [17], and ElasticFusion [23] generate richer reconstructions at higher
computational cost. Some systems further employ topological or hybrid representations to improve scalability and
long-term consistency [24, 25].

Loop closure detection is a key component for reducing long-term drift by recognizing previously visited
locations and enforcing global consistency. Classical approaches rely on bag-of-words image retrieval and
geometric veri cation, as in FAB-MAP [24] and DBoW2 [26]. More recent methods use CNN-based global
descriptors, including NetVLAD [27], to improve place recognition robustness in large-scale or appearance-
changing environments.

Finally, optimization back-ends re ne estimated trajectories and map structure. Bundle adjustment remains one
of the most widely used techniques for jointly optimizing poses and landmarks [28], while pose graph optimization
is commonly used after loop closure to distribute drift corrections ef ciently [29, 30]. Together, these modules
de ne the computational backbone of modern VSLAM systems and provide the context in which ORB-SLAM and
its successors can be understood.

3.3. Feature Extraction and Matching in VSLAM

Feature extraction and matching are fundamental components of feature-based visual SLAM systems, as they
provide the correspondences required for motion estimation and map construction. Robust feature detection enables
reliable tracking across frames, even under viewpoint changes, illumination variation, and image noise [14, 15, 16].

Early feature-based SLAM systems relied heavily on scale- and rotation-invariant local features such as SIFT
[14] and SURF [15]. These descriptors provide strong invariance properties and reliable matching performance
but are computationally expensive for real-time robotic applications. To address this limitation, binary descriptors
were introduced to reduce computational complexity while maintaining acceptable matching accuracy.

ORB (Oriented FAST and Rotated BRIEF) features, introduced by Rublee et al. [16], combine the FAST
corner detector with the BRIEF descriptor and include orientation compensation to achieve rotation invariance.
ORB features are used in ORB-SLAM due to their computational efciency and suitability for real-time
applications. Binary descriptors allow extremely fast matching using the Hamming distance, which signi cantly
reduces computational overhead compared with oating-point descriptors such as SIFT or SURF. However, this
ef ciency introduces an important trade-off. Binary descriptors are generally less discriminative than gradient-
based descriptors, making feature matching more susceptible to errors in highly repetitive environments or
under severe illumination changes. Consequently, while ORB features enable real-time performance on resource-
constrained robotic platforms, they may reduce robustness in visually ambiguous scenes. [2].

Other binary descriptors have also been proposed to improve performance under different imaging conditions.
Examples include BRISK [31], FREAK [32], and AKAZE [33]. These descriptors aim to provide improved scale
invariance, robustness to illumination changes, and ef cient computation suitable for real-time applications.

More recently, learning-based feature extraction methods have gained signi cant attention in the computer
vision community. Deep learning approaches such as SuperPoint [18], LF-Net [19], D2-Net [34], and R2D2
[35] learn both keypoint detection and descriptor representation directly from data. These learned representations
have demonstrated improved repeatability and robustness in challenging environments compared to handcrafted
features.

Transformer-based matching methods have also emerged as powerful alternatives to traditional feature matching
pipelines. Methods such as LoFTR [20], SuperGlue [36], and lightglue [37] leverage attention mechanisms to
establish dense correspondences between images without relying solely on local descriptors. These approaches
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have shown promising results for dif cult matching scenarios such as low-texture scenes and large viewpoint
changes.

Despite the emergence of learning-based methods, handcrafted binary features remain widely used in real-time
SLAM systems due to their computational ef ciency and low memory requirements. As a result, ORB-SLAM and
its successors continue to rely primarily on ORB descriptors for feature extraction and matching while maintaining
compatibility with real-time robotic platforms.

3.4. Motion Estimation in Visual SLAM

Motion estimation is a fundamental component of visual SLAM systems, responsible for determining the camera
pose relative to the surrounding environment. Accurate motion estimation enables reliable trajectory reconstruction
and supports consistent map generation across successive frames. Most visual SLAM systems estimate the camera
pose by exploiting geometric relationships between image observations and three-dimensional landmarks [21, 22].

In feature-based SLAM systems, motion estimation is typically formulated as a Perspective-n-Point (PnP)
problem, where the objective is to compute the camera pose from a set of correspondences between two-
dimensional image keypoints and three-dimensional map points. Ef cient solutions such as EPnP [22] allow pose
estimation with a minimal number of correspondences while maintaining computational ef ciency suitable for
real-time systems.

To improve robustness against incorrect feature correspondences, robust estimation techniques such as Random
Sample Consensus (RANSAC) are commonly employed [38]. RANSAC iteratively estimates pose hypotheses
using random subsets of correspondences and selects the model that maximizes the number of inliers. This strategy
effectively mitigates the in uence of outliers caused by mismatched features.

After obtaining an initial pose estimate, nonlinear optimization techniques are typically applied to re ne the
camera pose. Bundle adjustment methods minimize the reprojection error between observed image features and
their corresponding projected map points [28]. Optimization algorithms such as Gauss—Newton and Levenberg—
Marquardt are widely used to solve this nonlinear least-squares problem ef ciently.

Several visual odometry frameworks have been proposed to improve motion estimation accuracy and
computational performance. Methods such as SVO [7], Direct Sparse Odometry (DSO) [6], and ORB-SLAM [2]
adopt different strategies for pose estimation depending on whether the system relies on feature-based, semi-direct,
or direct image alignment approaches.

Visual-inertial fusion has also been widely investigated to improve motion estimation reliability. Systems such
as OKVIS [9], VINS-Mono [8], and ORB-SLAM3 [4] integrate inertial measurements with visual observations to
provide improved robustness under rapid motion, motion blur, and temporary visual degradation.

Overall, accurate motion estimation remains a central challenge in visual SLAM research, as errors in
pose estimation directly affect map quality and long-term trajectory consistency. Continued research in robust
optimization, multi-sensor fusion, and learning-based pose estimation aims to further improve the reliability of
visual SLAM systems in complex real-world environments.

3.5. Mapping and Map Representation in SLAM

Mapping is a fundamental component of visual SLAM systems, responsible for constructing a spatial
representation of the environment that supports localization and long-term navigation. In feature-based SLAM
systems, the map typically consists of a collection of three-dimensional landmarks associated with visual
descriptors and keyframe observations [39, 2].

Early SLAM systems such as MonoSLAM [39] used probabilistic ltering techniques to incrementally estimate
both camera poses and landmark positions. However, Itering-based approaches often suffer from scalability
limitations due to the growing state vector. To address this issue, modern SLAM systems adopt keyframe-based
mapping strategies that decouple tracking and mapping processes.

Keyframe-based mapping was popularized by PTAM [1], which introduced parallel threads for camera
tracking and map optimization. This architecture enables real-time performance while maintaining accurate map
reconstruction. ORB-SLAM extends this approach by maintaining a covisibility graph that organizes relationships
between keyframes based on shared map points [2].
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Sparse mapping approaches reconstruct the environment using a set of triangulated landmarks derived from
feature correspondences. While computationally ef cient, sparse maps provide limited geometric detail. To address
this limitation, semi-dense and dense SLAM methods have been proposed. Systems such as DTAM [17], LSD-
SLAM [5], and ElasticFusion [23] generate richer scene representations by exploiting photometric information
from image intensities.

Another important challenge in SLAM mapping is scalability in large environments. Several approaches have
been proposed to improve long-term mapping performance, including submap-based representations [40] and
multi-map frameworks that allow independent map segments to be created and later merged [4].

Overall, the mapping module plays a crucial role in maintaining a consistent representation of the environment
while supporting accurate localization and loop closure. Improvements in map representation and optimization
continue to enhance the robustness and scalability of modern SLAM systems.

3.6. Loop Closure Detection in Visual SLAM

Loop closure detection is a critical component of visual SLAM systems, as it allows the system to recognize
previously visited locations and correct accumulated drift in the estimated trajectory. Without loop closure
mechanisms, small pose estimation errors gradually accumulate over time, leading to signi cant inconsistencies in
the reconstructed map [24].

Most classical loop closure systems rely on appearance-based place recognition methods. One of the earliest
in uential approaches is FAB-MAP [24], which uses probabilistic modeling of visual words to detect previously
visited locations under varying viewpoints and illumination conditions. This method demonstrated that robust place
recognition can be achieved even in large-scale environments.

Building upon these ideas, bag-of-words representations became widely adopted in visual SLAM systems.
DBoW?2 [26] introduced an ef cient hierarchical visual vocabulary that allows fast image retrieval using binary
descriptors such as ORB. This approach is used directly in ORB-SLAM for loop detection and relocalization.

Loop closure detection typically involves two stages. First, candidate loop locations are identi ed through
appearance-based image retrieval using visual descriptors. Second, geometric veri cation is performed to ensure
spatial consistency between the current frame and the candidate keyframe [2]. If a valid loop is detected, a loop
constraint is added to the pose graph.

Recent research has explored deep learning approaches for place recognition. Methods such as NetVLAD [27],
DELF [41], and AP-GeM [42] learn global image descriptors capable of recognizing places under signi cant
viewpoint and illumination changes.

The integration of robust loop closure detection signi cantly improves long-term localization accuracy by
enabling global map corrections through pose graph optimization. Consequently, loop closure remains one of the
most important components in modern SLAM architectures.

3.7. Optimization Techniques in SLAM

Optimization plays a central role in modern SLAM systems by re ning camera poses and map structure to achieve
globally consistent reconstructions. Early SLAM systems relied primarily on Itering-based methods such as the

Extended Kalman Filter (EKF), which jointly estimated camera poses and landmark positions within a single

probabilistic framework [43, 12]. Although effective for small environments, EKF-based approaches often suffer

from scalability limitations due to the increasing size of the state vector.

To address these challenges, modern visual SLAM systems employ optimization-based formulations that
separate tracking from global map optimization. One of the most widely used techniques is bundle adjustment,
which jointly optimizes camera poses and three-dimensional landmark positions by minimizing reprojection errors
across multiple observations [28]. Bundle adjustment has become a standard component in many SLAM systems
due to its ability to signi cantly improve map accuracy.

Graph-based SLAM formulations have also become increasingly popular. In this framework, camera poses are
represented as nodes in a graph, while spatial constraints between poses are represented as edges [30]. When loop
closures are detected, additional constraints are introduced, and the entire pose graph is optimized to distribute
accumulated drift across the trajectory.

Stat., Optim. Inf. Comput. Vol. 15, June 2026



5366 UNPACKING ORB-SLAM FOR UAV NAVIGATION

Several ef cient optimization frameworks have been developed to support large-scale SLAM systems. Examples
include g2o [29], which provides a general framework for nonlinear graph optimization, and Ceres Solver [44],
which offers ef cient nonlinear least-squares optimization widely used in computer vision and robotics.

Optimization techniques continue to evolve as SLAM systems become more complex. Recent work explores
incremental optimization strategies and distributed optimization framewaorks that improve scalability for long-term
autonomous navigation in large environments.

Figure 3. Depth in vision SLAM Block diagram

4. ORB-SLAM Architecture and Design Analysis

Visual Simultaneous Localization and Mapping (VSLAM) enables a robotic platform to simultaneously estimate
its pose while constructing a map of the surrounding environment. Among the various VSLAM approaches, ORB-
SLAM has emerged as one of the most in uential frameworks due to its strong balance between computational
ef ciency, accuracy, and real-time performance. The system relies on ORB (Oriented FAST and Rotated BRIEF)
features, which provide a lightweight alternative to classical descriptors such as SIFT and SURF while enabling
fast feature extraction and matching.

The architecture of ORB-SLAM is based on three parallel threads: tracking, local mapping, and loop
closing. These threads operate concurrently to estimate the camera pose, maintain a consistent map, and correct
accumulated drift during long-term operation. Figure 2 illustrates the interaction between these components and
highlights how information ows between the different modules of the system.

From a design perspective, ORB-SLAM adopts a sparse, feature-based formulation. This design provides
signi cant computational advantages compared with dense or direct SLAM approaches, allowing the system to
operate in real time on resource-constrained platforms such as unmanned aerial vehicles (UAVS). However, this
choice also introduces several trade-offs. While feature-based methods provide strong geometric constraints in
textured environments, they may struggle in scenes with limited visual texture or signi cant illumination changes.
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Understanding these design trade-offs is therefore essential for evaluating the suitability of ORB-SLAM for
different robotic applications.

The following subsections analyze the main components of the ORB-SLAM architecture. Instead of focusing on
detailed mathematical derivations, the discussion emphasizes the algorithmic structure of the system, the reasoning
behind key design decisions, and the practical implications of these choices in real-world environments.

4.1. Tracking thread

The tracking thread is the core component responsible for estimating the camera pose in real time. For each
incoming frame, the system extracts ORB features and establishes correspondences with previously observed
map points. Using these correspondences, the camera pose is estimated through geometric constraints and re ned
through nonlinear optimization. This process enables continuous localization of the camera while simultaneously
providing observations that support map expansion in the local mapping thread.

The tracking module performs several key tasks, including feature extraction, pose estimation, and keyframe
decision. These operations are tightly integrated to ensure robust camera localization while maintaining
computational ef ciency suitable for real-time robotic applications. The design of this module re ects an important
trade-off in feature-based SLAM systems. By relying on sparse feature correspondences, ORB-SLAM signi cantly
reduces computational complexity compared with dense or direct SLAM approaches. However, the success of this
strategy depends heavily on the availability of reliable visual features in the environment.

In textured environments, feature-based tracking provides strong geometric constraints that allow accurate pose
estimation. In contrast, environments with limited visual structure, motion blur, or rapid illumination changes may
reduce the number of reliable feature correspondences, potentially leading to tracking degradation. Understanding
these limitations is important when evaluating the suitability of ORB-SLAM for different robotic platforms,
particularly UAV systems operating in challenging environments.

Figure 4. Block diagram illustrating the integrated threads of the ORB-SLAM algorithm
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4.1.1. Feature Extraction: In the rst stage of ORB-SLAM, initially, one frame is processed to extract invariant
keypoints and descriptors. There are numerous operations involved as shown in Figure 3, and computation of
descriptors, and these operations have been discussed sequentially below:

Feature extraction is the rst stage of the tracking pipeline and plays a fundamental role in the overall
performance of ORB-SLAM. The system relies on ORB (Oriented FAST and Rotated BRIEF) features to detect
and describe salient points in each incoming image. As illustrated in Figure 3, the feature extraction pipeline
includes multi-scale keypoint detection, orientation estimation, and binary descriptor computation.

ORB features were selected primarily for their computational ef ciency. Compared with classical oating-point
descriptors such as SIFT or SURF, ORB descriptors can be computed signi cantly faster and matched using simple
Hamming distance operations. This ef ciency enables ORB-SLAM to operate in real time on computationally
constrained platforms, including embedded robotic systems and unmanned aerial vehicles.

However, this design choice introduces an important trade-off. Binary descriptors are generally less
discriminative than gradient-based descriptors, which may lead to ambiguous matches in highly repetitive
environments or under severe illumination variations. As a result, while ORB features provide excellent
performance in many structured environments, the robustness of the system may degrade in scenes with weak
texture or challenging lighting conditions.

To improve robustness against scale variations, ORB-SLAM constructs an image pyramid and detects keypoints
at multiple resolution levels. Each detected keypoint is assigned an orientation to achieve rotation invariance, and a
compact binary descriptor is computed for ef cient matching. The resulting set of keypoints and descriptors forms
the basis for feature correspondence between frames, enabling reliable motion estimation in subsequent stages of
the tracking process.

Figure 5. Block diagram represents the process of nding correspondences between two frames

4.1.2. Map Initialization: Map initialization is a critical stage in monocular ORB-SLAM because depth
information cannot be directly obtained from a single camera image. The system must therefore reconstruct the
initial three-dimensional structure of the scene using only two-dimensional feature observations from multiple
frames.

The initialization process begins by detecting ORB features in two consecutive frames and establishing feature
correspondences between them. As illustrated in Figure 4, binary descriptors are matched using Hamming distance
to identify candidate correspondences. To eliminate ambiguous matches, ORB-SLAM applies robust matching
strategies such as the ratio test and geometric veri cation.
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Figure 6. lllustrates the process of fundamental and homography matrices estimation

Figure 7. Initial pose estimation

Once reliable correspondences are obtained, the geometric relationship between the two frames is estimated.
ORB-SLAM evaluates two possible models: a homography model, which is suitable for planar scenes, and a
fundamental matrix model, which represents general camera motion in non-planar environments. As illustrated in
Figure 5, these models are estimated using the RANSAC algorithm to remove outlier correspondences and obtain
a robust geometric solution.

After selecting the appropriate model, the relative camera pose between the two frames is recovered. This process
produces the initial estimate of camera rotation and translation, as shown conceptually in Figure 6. Using this
pose estimate, the system triangulates corresponding feature points to generate an initial set of three-dimensional
landmarks.
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The resulting landmarks form the rst sparse map of the environment and establish the reference coordinate
system used throughout the SLAM process. This initialization stage plays a crucial role in determining the stability
of subsequent tracking and mapping operations. A robust initialization improves pose estimation accuracy and
reduces the likelihood of tracking failure during the early stages of SLAM operation.

From a design perspective, ORB-SLAM adopts a two-view geometry strategy because it offers a good balance
between computational ef ciency and robustness. However, monocular initialization remains inherently sensitive
to scene structure and motion. For example, initialization may fail when camera motion lacks suf cient parallax or
when the scene contains large textureless regions. These limitations highlight the challenges of monocular SLAM
and motivate the use of additional sensors such as stereo cameras or inertial measurements in more advanced
SLAM systems.

Figure 8. lllustrates the process of pose estimation

4.1.3. Motion Estimation: Motion estimation is responsible for determining the camera pose relative to the
previously constructed map. This task is essential for maintaining continuous localization as the camera moves
through the environment. ORB-SLAM estimates the six degrees of freedom (6-DoF) camera pose using
correspondences between two-dimensional image keypoints and three-dimensional map points.

The pose estimation process typically begins by predicting an approximate camera pose based on previously
estimated motion. This prediction reduces the search space for feature correspondences and improves
computational ef ciency. After initial correspondences between image features and map points are established,
the system estimates the camera pose using the Perspective-n-Point (PnP) formulation.

Given a set of 3D map points and their corresponding 2D observations in the current frame, the camera pose is
obtained by minimizing the reprojection error:

X 2
min kxi (TX )k

where x represents the observed image pointjsthe corresponding 3D map point, T denotes the camera pose
transformation, and () represents the camera projection function.

To improve robustness, ORB-SLAM performs nonlinear optimization using methods such as the
Levenberg—Marquardt algorithm. This optimization re nes the pose estimate by minimizing the reprojection error
across all valid correspondences. The re ned pose is then used to update the camera trajectory and determine
whether the current frame should be promoted to a keyframe for map expansion.
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The effectiveness of motion estimation strongly depends on the quality and distribution of feature
correspondences. In environments with strong visual texture, feature-based pose estimation provides reliable
geometric constraints. However, in scenes with limited texture, motion blur, or strong illumination variations, the
number of reliable correspondences may decrease signi cantly. In such situations, alternative SLAM approaches
based on direct image alignment may provide improved robustness.

Figure 9. lllustrates the keyframe decision process

4.1.4. Keyframe Decision: Keyframe selection is an essential mechanism in ORB-SLAM that balances map
accuracy and computational ef ciency. Rather than inserting every frame into the map, the system selects only
a subset of frames, called keyframes, that provide signi cant new visual information. This strategy prevents the
map from growing excessively while maintaining suf cient observations for accurate localization and mapping.

As illustrated in Figure 9, several criteria are used to determine whether a frame should be promoted to a
keyframe. One important factor is tracking quality. If the number of successfully tracked map points decreases
signi cantly, inserting a new keyframe helps stabilize tracking and maintain reliable pose estimation.

Another important factor is camera motion. When the camera moves suf ciently far from the previous keyframe,
new viewpoints become available for triangulating additional map points. This geometric baseline improves depth
estimation accuracy and enhances map completeness.

The system also considers the presence of previously unobserved features. Frames that contain a large number
of unmatched keypoints are good candidates for keyframes because they enable the creation of new map points.
By selectively inserting such frames, ORB-SLAM ensures that the map gradually expands while preserving
computational ef ciency.

This keyframe selection strategy re ects a trade-off between map density and computational cost. Frequent
keyframe insertion can improve map accuracy but increases optimization complexity, whereas sparse keyframe
selection reduces computational load but may limit map completeness. ORB-SLAM therefore adopts adaptive
criteria to maintain a balanced keyframe distribution during operation.

4.1.5. Keyframe Insertion: Once a frame is selected as a keyframe, it is inserted into the SLAM map and forwarded
to the local mapping thread for further processing. Keyframe insertion represents the transition point between real-
time tracking and map re nement. The newly created keyframe stores the estimated camera pose, the detected
ORB keypoints, and the associated feature descriptors.

As illustrated in Figure 10, the insertion process also establishes connections between the new keyframe and
existing keyframes through shared map points. These connections form part of the covisibility graph, which
represents the structural relationships between keyframes in the map. The covisibility graph enables ef cient
identi cation of neighboring keyframes that observe common landmarks.
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Figure 10. Block diagram illustrates the keyframe insertion

After insertion, the keyframe provides new observations that allow the system to triangulate additional map
points and re ne the local map structure. These operations are handled by the local mapping thread, which performs
tasks such as triangulation, local bundle adjustment, and map point validation.

From a system design perspective, the separation between tracking and local mapping allows ORB-SLAM to
maintain real-time performance while simultaneously improving map quality. The tracking thread focuses on fast
pose estimation, whereas the local mapping thread performs more computationally intensive optimization processes
asynchronously.

4.2. Local Mapping Thread

The local mapping thread is responsible for maintaining and re ning the map structure generated during tracking.
While the tracking thread focuses on real-time camera pose estimation, the local mapping thread performs more
computationally intensive tasks that improve map accuracy and consistency. These tasks include triangulating new
map points, optimizing the local map structure, and removing redundant information that may degrade system
ef ciency.

Local mapping operates asynchronously with respect to the tracking thread. When a new keyframe is inserted
into the system, it is passed to the local mapping module, which integrates the new observations into the existing
map. This separation between tracking and mapping allows ORB-SLAM to maintain real-time performance while
still performing complex optimization operations in the background.

Several important operations are performed in the local mapping thread. These include updating the covisibility
graph, creating new map points through triangulation, re ning camera poses and map points through local bundle
adjustment, and removing redundant keyframes or unreliable landmarks. Together, these operations ensure that the
map remains accurate, compact, and suitable for long-term localization.

4.2.1. Covisibility Graph and Keyframe Relationships: The covisibility graph is a fundamental data structure used
in ORB-SLAM to represent the spatial relationships between keyframes. In this graph, each node corresponds to
a keyframe, while edges represent shared observations of common map points between keyframes. The weight of
each edge re ects the number of map points jointly observed by the connected keyframes.

As illustrated in Figure 11, the covisibility graph enables the system to ef ciently identify neighboring keyframes
that observe similar regions of the environment. This structure plays a critical role in several SLAM operations,
including map point triangulation, local bundle adjustment, and loop closure detection.
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Figure 11. lllustrates the covisibility graph construction and update

When a new keyframe is inserted into the system, connections are established between the new keyframe and
existing keyframes that share a suf cient number of map points. These connections allow the SLAM system to
maintain a consistent representation of spatial relationships between different viewpoints.

From a system design perspective, the covisibility graph provides an ef cient way to organize the map structure
without requiring global connectivity between all keyframes. By maintaining only the strongest relationships
between keyframes, ORB-SLAM reduces computational complexity while preserving the structural information
necessary for local optimization and loop closure operations.

4.2.2. Map Point Creation (Triangulation): Triangulation is the primary mechanism used by ORB-SLAM to
generate new three-dimensional landmarks from multiple image observations. When a new keyframe is inserted
into the system, the local mapping thread identi es neighboring keyframes with overlapping elds of view using
the covisibility graph. These neighboring keyframes provide multiple observations of the same scene features,
enabling the reconstruction of their spatial positions.

The triangulation process begins by establishing feature correspondences between the newly inserted keyframe
and its neighboring keyframes. These correspondences are constrained by epipolar geometry, which ensures that
candidate matches satisfy the geometric relationship between the two camera views. Once reliable correspondences
are identi ed, the spatial position of the corresponding scene point is estimated by intersecting the projection rays
originating from the observing camera poses.

In practice, triangulation in the local mapping thread differs from the triangulation performed during real-time
tracking. While the tracking thread prioritizes computational ef ciency and performs triangulation using a limited
number of frames, the local mapping thread emphasizes accuracy and robustness. Multiple observations across
several keyframes are used to re ne the estimated position of each landmark, and additional validation checks are
applied to ensure geometric consistency.

Table 1 summarizes the key differences between triangulation in the tracking and local mapping threads.
By performing triangulation within the local mapping module, ORB-SLAM can construct a more reliable and
consistent map while maintaining real-time performance in the tracking process.

4.2.3. Local Bundle Adjustment: Local Bundle Adjustment (LBA) is a key optimization process used to re ne
the structure of the local map and improve pose estimation accuracy. After a new keyframe is inserted, the local
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Table 1. Comparison of triangulation strategies in the tracking and local mapping threads.

Aspect

Triangulation in Tracking Thread

Triangulation in Local Mapping

Thread

Primary Purpose

Trigger

Keyframes Used

Triangulation Method

Speed vs. Accuracy

Temporal Scope

Outlier Checks

Map Point Status

Role in SLAM

Dependencies

Optimization

Frequency

Output Impact

Real-time camera poses estimation andRe ne and optimize the local map for

provisional map creation.

When a new frame arrives, or during
initialization (e.g., monocular startup).

1-2 recent frames (often the current
frame and the last keyframe).

accuracy and consistency.

When a new keyframe is inserted or
during local bundle adjustment.

Multiple keyframes from the
covisibility graph (e.g., 5-10
neighboring keyframes).

Linear methods (e.g., DLT) or essential Robust methods (e.g., DLT + non-linear

matrix decomposition.

Fast but less accurate (prioritizes
real-time constraints).

Immediate frames (short-term).

Basic checks (e.g., reprojection error,
epipolar constraints).

Provisional: Added temporarily and
later validated by local mapping.

Supports camera tracking and initial
mapping.

optimization) with bundle adjustment
re nement.

Slower but more accurate (prioritizes
map quality).

Local map window (medium-term).

Rigorous checks (e.g., parallax
thresholds, multi-view consistency, BA
optimization).

Permanent: Added to the global map
after veri cation.

Enhances map accuracy and removes
drift in the local region.

Depends on the current pose estimatdJses covisibility graphs and local

and last keyframe.

Minimal (no BA).

High (executed for every frame).

Directly affects tracking stability and
real-time localization.

bundle adjustment.

Integrated into local bundle adjustment
(optimizes poses and 3D points jointly).

Lower (triggered only for new
keyframes or during local BA).

Indirectly improves tracking via a
re ned map (used in future tracking
loops).

mapping thread performs optimization over a limited set of keyframes and map points to reduce accumulated

reprojection errors.

The optimization operates on a local window consisting of the newly inserted keyframe, its neighboring
keyframes identi ed through the covisibility graph, and the set of map points observed by these keyframes. By
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Figure 12. lllustrates the iterative process of minimizing reprojection error in LBA, updating parameters, and re ning both
camera poses and 3D points, as described in the textual explanation

restricting the optimization to a local region of the map, ORB-SLAM achieves a balance between computational
ef ciency and mapping accuracy.

The objective of local bundle adjustment is to minimize the reprojection error between observed image points
and the projected positions of their corresponding three-dimensional landmarks:

X
- . . . 2
Trln§<nJ . kxij (T iXj)k

where T represents the pose of keyframe i, Henotes the three-dimensional position of map poini;j,is the
observed image feature, and () represents the camera projection function. The robust loss function () is used to
reduce the in uence of outliers caused by incorrect feature correspondences.

Through this optimization process, both the camera poses and the positions of map points are jointly re ned.
The resulting adjustments improve local map consistency and reduce drift in the estimated trajectory. Because
local bundle adjustment operates only on a subset of the map, it can be executed frequently without signi cantly
affecting real-time system performance.

4.2.4. Redundant Keyframe Culling: To maintain computational ef ciency, ORB-SLAM periodically removes
redundant keyframes from the map. As the system continues to explore the environment, many keyframes may
capture highly similar visual information. Retaining all of these frames would unnecessarily increase the size of
the map and the cost of subsequent optimization processes.

Redundant keyframes are identi ed by analyzing the overlap of observed map points between neighboring
keyframes. If the majority of landmarks observed by a given keyframe are also observed by other keyframes
with similar viewpoints, that keyframe may be considered redundant. Removing such frames reduces the number
of variables involved in optimization while preserving the essential geometric structure of the map.

Once a keyframe is identi ed as redundant, it is removed from the map and its observations are reassigned
to neighboring keyframes. The covisibility graph is then updated to re ect the new relationships between the
remaining keyframes. This process helps maintain a compact map representation while ensuring that suf cient
observations remain for accurate localization and mapping.

4.2.5. Map Point Culling: Map point culling is an important process that maintains the reliability and ef ciency
of the SLAM map by removing unstable or redundant landmarks. During operation, newly triangulated map points
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may include incorrect or poorly constrained observations caused by mismatched features, insuf cient parallax, or
temporary tracking errors. If such points are retained, they can negatively affect pose estimation and optimization.

To maintain map quality, ORB-SLAM continuously evaluates the reliability of each map point based on several
criteria. Landmarks that are observed by only a small number of keyframes or that produce large reprojection
errors are considered unreliable. Similarly, points observed from nearly identical viewpoints may suffer from poor
triangulation accuracy and are therefore candidates for removal.

When a map point fails these validation checks, it is removed from the map and all associated observations
are discarded. This pruning process helps maintain a compact and accurate representation of the environment
while preventing unreliable landmarks from degrading SLAM performance. By continuously ltering the map in
this way, the system ensures that subsequent tracking and optimization processes rely on high-quality geometric
information.

4.3. Loop Closing Thread

Over time, small pose estimation errors accumulate during SLAM operation, leading to drift in the estimated
trajectory and inconsistencies in the reconstructed map. The loop closing thread addresses this problem by detecting
previously visited locations and correcting the accumulated error through global map optimization.

Loop closing operates asynchronously with respect to the tracking and local mapping threads. When a new
keyframe is created, the system attempts to determine whether the observed scene corresponds to a previously
visited location. If such a loop is detected, the system estimates the geometric relationship between the current
keyframe and the previously observed keyframe and applies a global correction to the map.

This process plays a critical role in maintaining long-term map consistency, particularly in large-scale
environments where drift can accumulate signi cantly over extended trajectories. By incorporating loop closure
constraints into the optimization process, ORB-SLAM is able to maintain accurate localization and mapping over
long time periods.

Figure 13. lllustrates the loop detection process in ORB-SLAM

4.3.1. Loop Detection: Loop detectionisthe rststep inthe loop closing process and is responsible for recognizing
previously visited locations. Detecting such loops is essential for preventing long-term drift in the estimated
trajectory and maintaining global map consistency.

ORB-SLAM performs loop detection using a visual place recognition technique based on the Bag-of-Words
(BoW) model. In this approach, ORB feature descriptors extracted from each keyframe are quantized into visual
words using a pre-trained visual vocabulary. Each keyframe is then represented by a compact BoW vector that
describes the distribution of visual words observed in the scene.
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When a new keyframe is created, its BoW representation is compared with those of previously stored keyframes
in the database. Keyframes with similar visual word distributions are identi ed as potential loop candidates. As
illustrated in Figure 13, this process allows the system to ef ciently search for visually similar locations even in
large maps.

To ensure reliability, candidate matches undergo additional geometric veri cation. Feature correspondences
between the current keyframe and the candidate keyframe are evaluated to con rm geometric consistency between
the two views. Only candidates that satisfy these geometric constraints are accepted as valid loop closures.

The use of a Bag-of-Words representation provides an ef cient and scalable solution for place recognition
in large-scale environments. However, this approach also introduces certain limitations. Because the vocabulary
is trained ofine, the system may experience reduced recognition performance in environments that differ
signi cantly from the training data. This limitation has motivated recent research exploring learning-based place
recognition methods for improved robustness.

4.3.2. Loop Correction: Once a loop has been detected and geometrically veri ed, the system must correct the
accumulated drift that has developed in the map and the estimated camera trajectory. In monocular SLAM systems,
this correction must account not only for rotation and translation errors but also for scale drift, which may arise
because the absolute scale of the scene is not directly observable.

To address this issue, ORB-SLAM estimates a similarity transformation that aligns the current keyframe with
the previously visited keyframe. This transformation belongs to the Sim(3) group and consists of a rotation,
a translation, and a global scale factor. The estimated transformation is applied to adjust the relative poses of
keyframes and the positions of associated map points so that the loop constraint is satis ed.

After computing the similarity transformation, the correction is propagated through the map structure using the
keyframe connectivity relationships de ned by the covisibility graph. This adjustment distributes the correction
across neighboring keyframes, gradually reducing the accumulated drift in the trajectory.

The use of similarity transformations provides an effective mechanism for handling scale inconsistencies in
monocular SLAM. However, the quality of the correction depends strongly on the accuracy of the detected loop
and the reliability of the feature correspondences used during geometric veri cation.

4.3.3. Essential Graph Optimization: After loop correction is estimated, ORB-SLAM performs pose graph
optimization to distribute the correction across the entire map. Instead of optimizing the full set of keyframes
and landmarks immediately, the system constructs a reduced graph structure known as the essential graph.

The essential graph is a compact representation of the SLAM map that includes the most important
keyframes and constraints. It contains three main types of edges: sequential edges representing the motion
between consecutive keyframes, loop closure edges representing detected loop constraints, and covisibility edges
representing strong spatial relationships between keyframes that observe common map points.

By optimizing this reduced graph structure, ORB-SLAM can ef ciently correct large-scale trajectory drift while
maintaining computational ef ciency. The optimization adjusts the poses of keyframes so that both sequential
motion constraints and loop closure constraints are satis ed.

This graph-based optimization approach provides an effective compromise between accuracy and computational
cost. While full global optimization over all map points can be computationally expensive, optimizing the essential
graph allows the system to rapidly propagate loop closure corrections across the map without interrupting real-time
operation.

4.3.4. Global Bundle Adjustment: Global Bundle Adjustment (GBA) is the nal optimization stage applied after a
loop closure has been detected and corrected. While earlier optimization steps focus on local regions of the map or
reduced graph structures, global bundle adjustment re nes the entire SLAM map by jointly optimizing all keyframe
poses and map point positions.

The objective of global bundle adjustment is to minimize the reprojection error across all observations in the
map. By simultaneously adjusting camera poses and three-dimensional landmarks, the optimization ensures that
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Table 2. Represents the key differences between essential graph optimization and global bundle adjustment

Aspect Essential Graph Optimization (EGO) Global Bundle Adjustment (GBA)

Objective Maintain pose consistency ef ciently  Achieve maximum accuracy by jointly
by optimizing a reduced graph. optimizing all camera poses and 3D

points.

Scope Local/subset optimization (keyframes Global optimization (all keyframes and
and essential edges). 3D points in the map).

Computational Low complexity (optimizes only High complexity (optimizes poses and

Complexity keyframe poses, linear in number of  points, scales cubically with variables).

Frequency of
Execution

Parameters Optimized

Accuracy vs. Ef ciency

Use Cases

Algorithm Type

Dependency

Robustness

Memory Usage

Implementation
Example

keyframes).

Frequent (e.g., during loop closure or
tracking).

Primarily camera poses (rotation and
translation).

Prioritizes speed over absolute

Infrequent (triggered after major events
like loop closures or of ine
processing).

Both camera poses and 3D map point
positions.

Prioritizes accuracy at the cost of

accuracy; trades precision for real-timecomputational resources.

performance.

Real-time SLAM (e.g., robotics,
AR/VR).

Pose graph optimization (subset of
nodes/edges).

Relies on covisibility graphs or prior
optimizations (e.g., from local BA).

Sensitive to local errors if essential
graph is incomplete.

Low (stores only keyframe poses and
essential edges).

Used in ORB-SLAM2 for ef cient loop
closure correction.

Of ine reconstruction or high-precision
applications (e.g., photogrammetry,
post-processing).

Full bundle adjustment (non-linear least
squares over all variables).

Can operate independently, often after
loop closure or EGO.

More robust due to global consistency
but requires good initialization to
handle outliers.

High (stores all 3D points and their
observations across keyframes).

Applied in ORB-SLAM2 after EGO for
full-map re nement, orin COLMAP
for of ine SfM.

the reconstructed map is globally consistent and that the estimated trajectory accurately re ects the true motion of

the camera.
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Because global bundle adjustment involves a large number of variables, it is computationally expensive and
therefore executed only after signi cant events such as loop closures. In practice, this optimization may run in a
separate thread so that the tracking and mapping processes can continue operating in real time.

Although global bundle adjustment provides the highest level of accuracy, its computational cost makes it
unsuitable for frequent execution in real-time systems. For this reason, ORB-SLAM typically performs faster pose
graph optimization through the essential graph during normal operation and reserves global bundle adjustment for
occasional global re nement steps.

4.4. Design Trade-offs and Limitations of ORB-SLAM

The architecture of ORB-SLAM re ects a series of design choices intended to balance accuracy, computational
ef ciency, and real-time performance [2]. By combining feature-based tracking, local map optimization, and loop
closure mechanisms, the system achieves reliable localization and mapping across a wide range of environments.
However, these design decisions also introduce several trade-offs that in uence the performance of the system in
different scenarios.

One of the key design choices in ORB-SLAM is the use of ORB features for keypoint detection and description
[16]. Binary descriptors allow extremely fast feature matching using Hamming distance, enabling real-time
performance even on resource-constrained platforms such as unmanned aerial vehicles (UAVS). Nevertheless,
binary descriptors are generally less discriminative than oating-point descriptors such as SIFT or SURF. As
a result, feature matching may become less reliable in environments with repetitive textures or signi cant
illumination variations.

Another important design aspect is the sparse feature-based representation of the environment. Sparse mapping
signi cantly reduces computational requirements and allows the system to operate ef ciently in real time. However,
this representation captures only a limited geometric description of the scene. In applications requiring dense
surface reconstruction or detailed environmental modeling, dense or semi-dense SLAM methods may provide
more suitable representations [5, 6, 17].

The loop closing mechanism represents one of the major strengths of ORB-SLAM. By combining visual
place recognition with pose graph optimization, the system can effectively correct accumulated drift over long
trajectories. The use of the Bag-of-Words model allows ef cient loop detection in large-scale environments [26].
Nevertheless, the performance of this approach depends on the quality of the pre-trained visual vocabulary and
may degrade in environments that differ signi cantly from the training data.

Finally, monocular ORB-SLAM inherently suffers from scale ambiguity because depth cannot be directly
recovered from a single camera. Although loop closure and map optimization reduce drift, absolute scale remains
unde ned without additional sensing modalities. For this reason, many modern SLAM systems extend the ORB-
SLAM framework by integrating stereo cameras, RGB-D sensors, or inertial measurements [3].

Overall, ORB-SLAM provides an effective balance between computational ef ciency and mapping accuracy,
which explains its widespread adoption in robotics and UAV navigation research. However, the limitations
discussed above highlight important directions for future research, including improved feature representations,
learning-based place recognition, and tighter integration of multi-sensor fusion techniques.

5. Variations of ORB-SLAM, Advantages, Challenges, and Future Perspectives

Particularly in UAV-based navigation, ORB-SLAM has evolved several times to satisfy the various needs of
practical uses since its inception. The main deviations from the method consist of:

e The initial monocular ORB-SLAM works with one camera and is scale-ambiguous and needs other
mechanisms for metric reconstruction. Later developments in ORB-SLAM2 and ORB-SLAMS introduced
multi-map handling and integration of IMUs, tremendously increasing robustness.

* A more recent adaptation known as ORB-SLAM2 uses stereo images from stereo cameras to estimate the
depth. This assists in resolving scale uncertainty, resulting in monocular camera-based systems. It assists
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in making UAV perform better in constrained environments in which accurate estimations of depth become
paramount.

¢ Also unique in ORB-SLAM2, the RGB-D version uses devices like Microsoft Kinect to capture direct depth
data. This version is stronger and more accurate, also for use in indoor UAV ights. Yet its use of structured
light or time-of- ight depth sensing restricts its use to well-illuminated and textured surfaces.

» Through integration of multi-camera and IMU fusion, the latest update—ORB-SLAM3—improved stability
in large and dynamic environments. This is particularly useful for operations by UAVs in areas without GPS.
The system uses re nement of loop closure over multiple maps to gradually improve over long terms.

5.1. Advantages of ORB-SLAM Variants

The ORB-SLAM family demonstrates considerable advantages, particularly in UAV-based localization and
mapping:

* ORB-SLAM depends on Oriented FAST and Rotated BRIEF (ORB) features, computationally ef cient
substitutes for SIFT or SURF. ORB-SLAM is t for UAV uses since these characteristics guarantee resilience
to illumination changes, perspective modi cations, and modest motion blur.

* Unlike alternatives heavy in optimization (e.g., LSD-SLAM, DSO), ORB-SLAM preserves a balance
between accuracy and computational ef ciency, hence permitting real-time execution on UAVs with limited
onboard computing capability.

« ORB-SLAM uses a Bag-of-Words (BoW) technique for loop closure detection, therefore guaranteeing
consistent mapping in large-scale settings. Reusing maps considerably boosts the general applicability of
the technology for long-term UAV deployment.

e Multi-Map with IMU Fusion (ORB-SLAM3): Including multi-camera and IMU fusion considerably boosts
robustness, especially for high-speed UAV movements when visual features alone may be inaccurate.

5.2. Challenges Facing ORB-SLAM and Its Variants

Although ORB-SLAM has several bene ts, it is not yet completely included into navigation systems using
unmanned aerial vehicles (UAVS):

e Track features in a textureless environment: ORB-SLAM depends somewhat heavily on unique feature
extraction. Feature tracking becomes unstable on low-textured surfaces (e.g., sky, wide elds, or tunnels),
which causes tracking failures or scale drift in monocular circumstances.

* While ORB-SLAM performs well in stationary surroundings, dynamic objects—e.g., moving pedestrians,
automobiles, or other UAVs—introduce misleading correspondences, hence causing erroneous loop closures
and tracking failures.

« Though ORB-SLAM is tuned for real-time performance, its loop closure and posture graph optimization
stage remain computationally intensive, especially for UAVs with low-power embedded processors. This
calls for juggling computational economy with precision.

¢ Fast camera motion in UAVs could create motion blur and rolling shutter effects, therefore reducing feature
tracking performance via sensitivity to camera motion and IMU noise. Furthermore, very susceptible to
sensor noise and drift, IMU-based fusion in ORB-SLAM3 can cause erroneous trajectory estimates.
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5.3. Empirical Behavior of ORB-SLAM Across Diverse Environments

To complement the theoretical discussion of ORB-SLAM variants, we evaluated monocular ORB-SLAM3 on two
widely used benchmarks—KITTI Odometry and TUM RGB-D. These experiments reveal characteristic patterns of
behavior across indoor and outdoor environments that differ significantly in motion, texture, and structural richness.
The results include qualitative trajectory reconstructions and quantitative error metrics, providing a comprehensive
view of system performance. Across all datasets, ORB-SLAM3 produces dense point clouds that faithfully capture
local structure. However, the reconstructed trajectories reveal varying degrees of accumulated drift and several
clear failure modes in more challenging scenes. Representative examples from the KITTI and TUM sequences are
shown in Figures 14-24.

5.3.1. Qualitative Trajectory Analysis: To further illustrate the behavior of ORB-SLAMS3 under different
environmental conditions, trajectory visualizations are presented in Figures 14-23 for representative sequences
from the KITTI and TUM RGB-D datasets. These figures show the estimated camera trajectories together with
the reconstructed sparse maps generated during SLAM operation. The KITTI sequences demonstrate system
performance in outdoor driving scenarios with varying motion patterns and structural complexity, while the TUM
RGB-D sequences highlight indoor performance under conditions such as loop closure, rapid motion, and low-
texture environments. Together, these qualitative results provide insight into the robustness and limitations of
ORB-SLAM3 across diverse datasets.

Figures 14-18 present trajectory estimation results obtained using ORB-SLAM3 on representative sequences
from the KITTI dataset, which correspond to outdoor driving scenarios with varying motion patterns and
structural complexity. Figures 19-23 illustrate the corresponding results on the TUM RGB-D dataset, representing
indoor environments with different challenges such as loop closure, rapid motion, and low-texture scenes.
These visualizations provide qualitative insight into the behavior of ORB-SLAM3 under different environmental
conditions and complement the quantitative evaluation presented in the experimental results.

5.3.2. Experimental Setup: To illustrate the practical behavior of ORB-SLAM in different environments, a set of
representative experiments was conducted using publicly available benchmark datasets. The evaluation focuses
on monocular ORB-SLAM3 and examines its trajectory estimation performance across both outdoor and indoor
scenarios.

Two widely used datasets were selected for the analysis. The KITTI dataset was used to evaluate performance in
large-scale outdoor driving environments with long trajectories and significant motion dynamics. In contrast, the
TUM RGB-D dataset was used to analyze performance in structured indoor environments with shorter trajectories
and different visual characteristics.

Trajectory accuracy was evaluated using two commonly adopted metrics in visual SLAM research: Absolute
Trajectory Error (ATE) and Relative Pose Error (RPE). The ATE metric measures the global deviation between the
estimated trajectory and the ground-truth trajectory, reflecting long-term drift accumulated during mapping. The
RPE metric evaluates the local consistency of the estimated motion between consecutive frames, providing insight
into short-term motion estimation accuracy.

All experiments were conducted using the publicly available ORB-SLAM3 implementation with default
parameter settings. The evaluation focused on qualitative trajectory behavior and error metrics to illustrate how
environmental conditions such as low texture, limited parallax, and motion dynamics influence the performance of
feature-based SLAM systems.

5.3.3. Quantitative Strengths and Limitations The numerical evaluation on the KITTI and TUM datasets (Tables
3 and 4) substantiates the qualitative findings. Metrics such as the Absolute Trajectory Error (ATE), Relative Pose
Error (RPE), and processing framerate provide a comprehensive assessment of system performance across diverse
operational contexts.
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Table 3. ORB-SLAM3 quantitative results on the KITTI odometry dataset. Absolute Trajectory Error (ATE), Relative Pose

Error (RPE), mean/median tracking time, and FPS for sequences 00, 01, 02, 03, and 05.

Seq. ATE (m) RPE (m) Time (ms) FPS | difficulty grade
RMSE Mean Median | RMSE Mean Median | Mean Median
00 | 186.61 169.61 17638 | 12.73 6.78 1.24 14.81 11.98 | 67.5 | Long urban loop; strong drift
01 | 3890 3430 39.70 | 1886 11.04 2.28 11.89  11.01 | 84.1 | Highway; high speed, low parallax
02 [29442 271.06 259.79 | 1297 7.32 1.28 15.39  12.05 | 65.0 | Very long route; extreme drift
03 | 15391 134.65 136.51 | 10.11 6.02 1.46 13.33  12.78 | 75.0 | Short urban; moderate drift
05 84.48 77.99 82.47 10.52  6.31 1.51 13.33  12.78 | 75.0 | Medium loop; moderate drift

Interpretation of KITTI Results.

Monocular ORB-SLAM3 exhibits high computational efficiency, sustaining

65-85 FPS across all sequences. However, it suffers from limited global consistency—a known limitation of
monocular SLAM systems lacking robust loop-closure correction:

KITTI 00 (urban loop): Despite a low RPE (12.7 m), ATE exceeds 186 m, indicating incomplete loop-
closure correction and residual drift.

KITTI 01 (highway): Low-parallax conditions lead to tracking instability and pronounced RPE spikes (up
to 18.9 m).

KITTI 02 (longest sequence): Accumulated scale drift results in substantial ATE (294 m).

KITTI 03/05: Shorter trajectories reduce cumulative drift but ATE remains significant (84—-154 m),
underscoring persistent scale ambiguity.

These findings corroborate established literature: monocular ORB-SLAM systems are inherently incapable of
preserving metric scale over extended, unstructured paths and remain acutely sensitive to parallax, loop-closure
efficacy, and scene geometry.

Table 4. ORB-SLAM3 Quantitative Results on TUM RGB-D. Performance across fr3_long_ office_household, frl_xyz,
fr3_walking_xyz, fr3_nostructure_notexture_near_withloop, and fr2_large_no_loop.

ATE Mean | Media
ATE ATE RPE RPE RPE " .
Sequence RMSE Mean Median | RMSE | Mean Median Time | n Time | FPS | Notes
(m) (ms) | (ms)
fr3 long office | 0.01728 [0.01636 |0.01540 |0.00832 [0.00731 |0.00652 |12.93 |12.30 |77.4 | Stable, good performance
frl xyz 0.05365 ]0.05203 [0.05158 [0.01128 [0.00977 [0.00843 |12.63 [12.35 |79.2 | Simple motion; easy
fr3 walking 0.63569 [0.61187 [0.51852 [0.02389 [0.01853 [0.01353 [13.55 [13.47 |[73.8]| Very challenging (walking + blur)
fr3
nostructurewith | N/A N/A N/A N/A N/A N/A 5.08 |4.70 30 | Immediate tracking failure
loop
good local
fr2 large no loop | 5.001213 | 4.863581 | 5.072612 | 0.053473 | 0.015880 | 0.010294 | 11.72 | 11.41 |30 E‘;‘t‘fc‘;%‘;;y but
global drift

Interpretation of TUM Results.

¢ In structured indoor environments (e.g., office and household sequences), ORB-SLAM3 achieves exceptional
precision, with ATE below 2 cm.

 Performance degrades markedly under rapid motion combined with image blur (e.g., Fr3_.walking_xyz),
reflecting the system’s vulnerability to motion-induced visual artifacts.
* In texture-deprived or degenerate scenes (e.g., Fr3_nostructure_notexture_near), tracking fails
entirely, often precluding timestamp alignment and rendering evaluation infeasible.
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